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Course information 
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Ø Instructor

Sundeep Prabhakar Chepuri
email: spchepuri AT iisc.ac.in

Ø Class schedule

Tuesdays and Thursdays 2.00 – 3.30 pm (Online via MS Teams)

(Pls. be on mute when you don’t have to ask anything)

Ø Attendance is mandatory (watch recorded videos only for revising!)



Course objective

Ø Cover optimization techniques suitable for problems that frequently appear in the areas of data 
science, machine learning, communications, and signal processing. 

Ø Focus on the computational, algorithmic, and implementation aspects

3



Grading and course requirements

Ø Prerequistite: Basic linear algebra, probability, and knowledge of a programming language like 
Python (Google CoLab) to conduct simulation exercises.

Ø This is a 3:1 course (expect about 3 hours of work each week, almost)

Ø Five assigments (problem and programming set): 10% each

Ø Two projects: 20% each

Ø Final Exam (take-home 24 hour exam): 10%

Ø No mid-term exam
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minimize f(x)

bm#D2+i iQ x 2 Rd

f : Rd → RØ is the objective or the cost function. The value          is the cost of the decision  

Ø is the decision variable

f(x) x

x



Unconstrained optimization problems
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9.3 Logistic Regression 127

The hypothesis class is therefore (where for simplicity we are using homogenous
linear functions):

Hsig = �sig � Ld = {x 7! �sig(hw,xi) : w 2 Rd
}.

Note that when hw,xi is very large then �sig(hw,xi) is close to 1, whereas if
hw,xi is very small then �sig(hw,xi) is close to 0. Recall that the prediction of the
halfspace corresponding to a vector w is sign(hw,xi). Therefore, the predictions
of the halfspace hypothesis and the logistic hypothesis are very similar whenever
|hw,xi| is large. However, when |hw,xi| is close to 0 we have that �sig(hw,xi) ⇡
1
2 . Intuitively, the logistic hypothesis is not sure about the value of the label so it
guesses that the label is sign(hw,xi) with probability slightly larger than 50%.
In contrast, the halfspace hypothesis always outputs a deterministic prediction
of either 1 or �1, even if |hw,xi| is very close to 0.

Next, we need to specify a loss function. That is, we should define how bad it
is to predict some hw(x) 2 [0, 1] given that the true label is y 2 {±1}. Clearly,
we would like that hw(x) would be large if y = 1 and that 1 � hw(x) (i.e., the
probability of predicting �1) would be large if y = �1. Note that

1� hw(x) = 1�
1

1 + exp(�hw,xi)
=

exp(�hw,xi)

1 + exp(�hw,xi)
=

1

1 + exp(hw,xi)
.

Therefore, any reasonable loss function would increase monotonically with 1
1+exp(yhw,xi) ,

or equivalently, would increase monotonically with 1 + exp(�yhw,xi). The lo-
gistic loss function used in logistic regression penalizes hw based on the log of
1 + exp(�yhw,xi) (recall that log is a monotonic function). That is,

`(hw, (x, y)) = log (1 + exp(�yhw,xi)) .

Therefore, given a training set S = (x1, y1), . . . , (xm, ym), the ERM problem
associated with logistic regression is

argmin
w2Rd

1

m

mX

i=1

log (1 + exp(�yihw,xii)) . (9.10)

The advantage of the logistic loss function is that it is a convex function with
respect to w; hence the ERM problem can be solved e�ciently using standard
methods. We will study how to learn with convex functions, and in particular
specify a simple algorithm for minimizing convex functions, in later chapters.

The ERM problem associated with logistic regression (Equation (9.10)) is iden-
tical to the problem of finding a Maximum Likelihood Estimator, a well-known
statistical approach for finding the parameters that maximize the joint probabil-
ity of a given data set assuming a specific parametric probability function. We
will study the Maximum Likelihood approach in Chapter 24.

2 Some neural network architectures can be unsupervised, such as autoencoders and restricted Boltzmann
machines. They can also be semisupervised, such as in deep belief networks and unsupervised pretraining.

Figure 1-6. A regression problem: predict a value, given an input feature (there are usu‐
ally multiple input features, and sometimes multiple output values)

Here are some of the most important supervised learning algorithms (covered in this
book):

• k-Nearest Neighbors
• Linear Regression
• Logistic Regression
• Support Vector Machines (SVMs)
• Decision Trees and Random Forests
• Neural networks2

Unsupervised learning
In unsupervised learning, as you might guess, the training data is unlabeled
(Figure 1-7). The system tries to learn without a teacher.

Types of Machine Learning Systems | 9

1 Fun fact: this odd-sounding name is a statistics term introduced by Francis Galton while he was studying the
fact that the children of tall people tend to be shorter than their parents. Since the children were shorter, he
called this regression to the mean. This name was then applied to the methods he used to analyze correlations
between variables.

Supervised learning
In supervised learning, the training set you feed to the algorithm includes the desired
solutions, called labels (Figure 1-5).

Figure 1-5. A labeled training set for spam classi!cation (an example of supervised
learning)

A typical supervised learning task is classi!cation. The spam filter is a good example
of this: it is trained with many example emails along with their class (spam or ham),
and it must learn how to classify new emails.

Another typical task is to predict a target numeric value, such as the price of a car,
given a set of features (mileage, age, brand, etc.) called predictors. This sort of task is
called regression (Figure 1-6).1 To train the system, you need to give it many examples
of cars, including both their predictors and their labels (i.e., their prices).

In Machine Learning an attribute is a data type (e.g., “mileage”),
while a feature has several meanings, depending on the context, but
generally means an attribute plus its value (e.g., “mileage =
15,000”). Many people use the words attribute and feature inter‐
changeably.

Note that some regression algorithms can be used for classification as well, and vice
versa. For example, Logistic Regression is commonly used for classification, as it can
output a value that corresponds to the probability of belonging to a given class (e.g.,
20% chance of being spam).

8 | Chapter 1: The Machine Learning Landscape

210 SPARSE MULTIVARIATE METHODS

The first eight sparse principal components are shown in the middle and
bottom rows, and also explain about 50% of the variation. While more com-
ponents are needed to explain the same amount of variation, the individual
components are simpler and potentially more interpretable. For example, the
2nd and 6th sparse components appear to be capturing the “notch” style used
by some writers, for example in the top left image of Figure 8.2(a).

8.2.4 Sparse PCA via Fantope Projection

Vu, Cho, Lei and Rohe (2013) propose another related approach to sparse
PCA. Letting S = XT X/N , their proposal is to solve the semidefinite program

maximize
ZœFp

{trace(SZ) ≠ ⁄ÎZÎ1} (8.19)

where the convex set Fp = {Z : 0 ∞ Z ∞ I, trace(Z) = p} is known as a
Fantope. When p = 1 the spectral norm bound in Fp is redundant and (8.19)
reduces to the direct approach of d’Aspremont et al. (2007). For p > 1, al-
though the penalty in (8.19) only implies entry-wise sparsity of the solution, it
can be shown (Lei and Vu 2015) that the solution is able to consistently select
the nonzero entries of the leading eigenvectors under appropriate conditions.

8.2.5 Sparse Autoencoders and Deep Learning

In the neural network literature, an autoencoder generalizes the idea of prin-
cipal components. Figure 8.3 provides a simple illustration of the idea, which
is based on reconstruction, much like in the criterion (8.13). The autoen-
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x̂1
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x̂4

x̂5

Input
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Output
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W

Figure 8.3 Left: Network representation of an autoencoder used for unsupervised
learning of nonlinear principal components. The middle layer of hidden units creates
a bottleneck, and learns nonlinear representations of the inputs. The output layer is
the transpose of the input layer, and so the network tries to reproduce the input
data using this restrictive representation. Right: Images representing the estimated
columns of W in an image modeling task.
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Gradient Descent
Gradient Descent is a generic optimization algorithm capable of finding optimal solu‐
tions to a wide range of problems. The general idea of Gradient Descent is to tweak
parameters iteratively in order to minimize a cost function.

Suppose you are lost in the mountains in a dense fog, and you can only feel the slope
of the ground below your feet. A good strategy to get to the bottom of the valley
quickly is to go downhill in the direction of the steepest slope. This is exactly what
Gradient Descent does: it measures the local gradient of the error function with
regard to the parameter vector θ, and it goes in the direction of descending gradient.
Once the gradient is zero, you have reached a minimum!

Concretely, you start by filling θ with random values (this is called random initializa‐
tion). Then you improve it gradually, taking one baby step at a time, each step
attempting to decrease the cost function (e.g., the MSE), until the algorithm converges
to a minimum (see Figure 4-3).

Figure 4-3. In this depiction of Gradient Descent, the model parameters are initialized
randomly and get tweaked repeatedly to minimize the cost function; the learning step
size is proportional to the slope of the cost function, so the steps gradually get smaller as
the parameters approach the minimum

An important parameter in Gradient Descent is the size of the steps, determined by
the learning rate hyperparameter. If the learning rate is too small, then the algorithm
will have to go through many iterations to converge, which will take a long time (see
Figure 4-4).

118 | Chapter 4: Training Models

3 Technically speaking, its derivative is Lipschitz continuous.
4 Since feature 1 is smaller, it takes a larger change in θ1 to affect the cost function, which is why the bowl is

elongated along the θ1 axis.

Figure 4-6. Gradient Descent pitfalls

Fortunately, the MSE cost function for a Linear Regression model happens to be a
convex function, which means that if you pick any two points on the curve, the line
segment joining them never crosses the curve. This implies that there are no local
minima, just one global minimum. It is also a continuous function with a slope that
never changes abruptly.3 These two facts have a great consequence: Gradient Descent
is guaranteed to approach arbitrarily close the global minimum (if you wait long
enough and if the learning rate is not too high).

In fact, the cost function has the shape of a bowl, but it can be an elongated bowl if
the features have very different scales. Figure 4-7 shows Gradient Descent on a train‐
ing set where features 1 and 2 have the same scale (on the left), and on a training set
where feature 1 has much smaller values than feature 2 (on the right).4

Figure 4-7. Gradient Descent with (le!) and without (right) feature scaling

120 | Chapter 4: Training Models
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17 Diederik P. Kingma and Jimmy Ba, “Adam: A Method for Stochastic Optimization,” arXiv preprint arXiv:
1412.6980 (2014).

18 These are estimations of the mean and (uncentered) variance of the gradients. The mean is often called the
!rst moment while the variance is often called the second moment, hence the name of the algorithm.

since the beginning of training). It does so by using exponential decay in the first step
(see Equation 11-7).

Equation 11-7. RMSProp algorithm
1 . s βs + 1 − β ֍θJ θ θJ֍؝ θ
2 . θ θ − η֍θJ θ ؞ s + ε

The decay rate β is typically set to 0.9. Yes, it is once again a new hyperparameter, but
this default value often works well, so you may not need to tune it at all.

As you might expect, Keras has an RMSprop optimizer:
optimizer = keras.optimizers.RMSprop(lr=0.001, rho=0.9)

Note that the rho argument corresponds to β in Equation 11-7. Except on very simple
problems, this optimizer almost always performs much better than AdaGrad. In fact,
it was the preferred optimization algorithm of many researchers until Adam optimi‐
zation came around.

Adam and Nadam Optimization
Adam,17 which stands for adaptive moment estimation, combines the ideas of momen‐
tum optimization and RMSProp: just like momentum optimization, it keeps track of
an exponentially decaying average of past gradients; and just like RMSProp, it keeps
track of an exponentially decaying average of past squared gradients (see Equation
11-8).18

Equation 11-8. Adam algorithm

1 . m β1m − 1 − β1 ֍θJ θ

2 . s β2s + 1 − β2 ֍θJ θ θJ֍؝ θ

3 . m m
1 − β1

t

4 . s s
1 − β2

t

5 . θ θ + η m؞ s + ε

356 | Chapter 11: Training Deep Neural Networks

Many APIs, libraries are available

In this course:
Ø We look inside these algorithms
Ø Study why, when, and how fast they work
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f : Rd → RØ is the objective or the cost function. The value          is the cost of the decision  

Ø is the decision variable

Ø is the feasible set

f(x) x

x

minimize f(x)

bm#D2+i iQ x 2 C

C
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Convergence analysis

Following Jaggi (2011), define the curvature constant of f over C:

M = max
�2[0,1]
x,s,y2C

y=(1��)x+�s

2

�2

⇣
f(y) � f(x) � rf(x)T (y � x)

⌘

Note that M = 0 for linear f , and f(y) � f(x) � rf(x)T (y � x)
is called the Bregman divergence, defined by f

Theorem: The Frank-Wolfe method using standard step sizes
�k = 2/(k + 1), k = 1, 2, 3, . . . satisfies

f(x(k)) � f
?  2M

k + 2

Thus number of iterations needed for f(x(k)) � f
?  ✏ is O(1/✏)
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Submodular optimization

Ø Optimization of a set function

12

minimize F (X)

bm#D2+i iQ X ⇢ {1, 2, · · · , n} �M/ |X|  K

Examples

51

Gas leak detection (field estimation)
• Joint work between TU Delft, MIT, and KAUST
• Communications and energy constraints
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Figure 7.1 The Netflix competition leaderboard at the close of the competition.

172 MATRIX DECOMPOSITIONS

have rated some of the movies on a scale from 1 to 5, where 1 is worst and
5 is best. The data matrix is very sparse with “only” 100 million (1%) of
the ratings present in the training set. The goal is to predict the ratings for
unrated movies, so as to better recommend movies to customers. In 2006,
the “Cinematch” algorithm used by Netflix had a root-mean-square error of
0.9525 over a large test set. A competition was held starting in 2006, with the
winner being the first algorithm that could improve this RMSE by at least
10%. The competition was finally won in 2009 by a large group of researchers
called “Bellkor’s Pragmatic Chaos,” which was the combined e�ort of three
individual groups. The winning algorithm used a combination of a large num-
ber of statistical techniques, but as with many of the competing algorithms,
the SVD played a central role. Figure 7.1 shows the leaderboard at the close
of the competition.

Table 7.2 Excerpt of the Netflix movie rating data. The movies are rated from 1
(worst) to 5 (best). The symbol • represents a missing value: a movie that was not
rated by the corresponding customer.
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Customer 1 • • • • 4 • • • • •
Customer 2 • • 3 • • • 3 • • 3

Customer 3 • 2 • 4 • • • • 2 •
Customer 4 3 • • • • • • • • •
Customer 5 5 5 • • 4 • • • • •
Customer 6 • • • • • 2 4 • • •
Customer 7 • • 5 • • • • 3 • •
Customer 8 • • • • • 2 • • • 3

Customer 9 3 • • • 5 • • 5 • •
Customer 10 • • • • • • • • • •

A low rank model provides a good heuristic for rating movies: in particular,
suppose that we model the rating of user i on movie j by a model of the form

zij =
rÿ

¸=1
ci¸gj¸ + wij , (7.7)

or in matrix form Z = CGT + W, where C œ Rm◊r and G œ Rn◊r. In this
model, there are r genres of movies, and corresponding to each is a clique
of viewers who like them. Here viewer i has a membership weight of ci¸ for
the ¸th clique, and the genre associated with this clique has a score gj¸ for
movie j. The overall user rating is obtained by summing these products over

170 MATRIX DECOMPOSITIONS

� µ {1, . . . , m} ◊ {1, . . . , n}. Given such observations, a natural approach is
to seek the lowest rank approximating matrix ‚Z that interpolates the observed
entries of Z—namely

minimize rank(M) subject to mij = zij for all (i, j) œ �. (7.4)

Unlike its fully observed counterpart, this rank-minimization problem is com-
putationally intractable (NP-hard), and cannot be solved in general even for
moderately large matrices.

In addition, forcing the estimate M to interpolate each of the observed
entries zij will often be too harsh and can lead to overfitting; it is gener-
ally better to allow M to make some errors on the observed data as well.
Accordingly, consider the optimization problem

minimize rank(M) subject to
q

(i,j)œ�
(zij ≠ mij)2 Æ ”, (7.5)

or its equivalent form

minimize
rank(M)Ær

ÿ

(i,j)œ�
(zij ≠ mij)2. (7.6)

In words, we seek the matrix ‚Z = ‚Zr of rank at most r that best approximates
the observed entries of our matrix Z, with the other entries of ‚Zr serving to
fill in the missing values. The family of solutions generated by varying ” in
optimization problem (7.5) is the same as that generated by varying r in
problem (7.6).

Unfortunately, both optimization problems (7.5) and (7.6) are nonconvex,
and so exact solutions are in general not available. However, there are useful
heuristic algorithms that can be used to find local minima. For instance, sup-
pose that we start with an initial guess for the missing values, and use them to
complete Z. We then compute the rank-r SVD approximation of the filled-in
matrix as in (7.3), and use it to provide new estimates for the missing values.
This process is repeated till convergence. The missing value imputation for a
missing entry xij is simply the (i, j)th entry of the final rank-r approximation
‚Z. See Mazumder, Hastie and Tibshirani (2010) for further details. In Sec-
tion 7.3.2, we discuss convex relaxations of these optimization problems based
on the nuclear norm, for which exact solutions are available.

7.3.1 The Netflix Movie Challenge

The Netflix movie-rating challenge has become one of the canonical examples
for matrix completion (Bennett and Lanning 2007). Netflix is a movie-rental
company that launched a competition in 2006 to try to improve their sys-
tem for recommending movies to their customers. The Netflix dataset has
n = 17, 770 movies (columns) and m = 480, 189 customers (rows). Customers
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